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Abstract
ACO is defined, in two steps. First, we provide a formal description 
of the metaheuristic for the purpose of emphasizing the relationships 
between ACO and the important and well-established frameworks 
of sequential decision making and reinforcement learning. In the 
second step, we revise and extend the original definition of the 
pheromone model and of the so-called ant-routing table in order 
to either increase the amount or improve the quality of the used 
pheromone information. It is useful from both a theoretical and 
practical point of view to revise the ACO definition. The revised 
definition is given according to the same spirit of a posterior 
synthesis that drove the earlier systematization effort and resulted 
in the first definition of the ACO metaheuristic.
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I. Definition of the ACO Metaheuristic
The architecture of ACO is defined and organized in three logical 
blocks. The main purpose of using such a perspective is to make 
explicit all the design choices that have to be made, their role, and 
the rationale behind them. The three logical blocks are:

A. State Graph and Pheromone Graph
The ACO metaheuristic is a family of multi-agent algorithms to 
solve combinatorial optimization problems. The representation of 
the combinatorial problem exploited by the ant-like agents is split 
in two parts, one part concerns the feasibility and the other part 
is the quality of the solutions they construct. The representation 
is used by the ant-like agents to construct solutions and exploited 
by the collective stigmergic mechanisms to store and exchange 
information. The characteristics of the problem representation are 
one of the most important fingerprints of ACO, since they precisely 
define the structure of the ACO’s collective memory, which is 
encoded in the form of pheromone variables. A specific association 
between problem representation and pheromone variables is also 
termed as pheromone model.
Since pheromone values are used to take possibly optimized 
decisions, ACO’s activities are aimed at learning “good” pheromone 
values, that is, good decisions that can allow to construct optimal or 
near-optimal solutions. On the other hand, the issues related to the 
feasibility of the solutions are considered of minor importance. 

1. State Graph and Solution Feasibility 
ACO’s ant-like agents makes use of only the inclusion operation  
and of one of its two possible forms, extension and insertion, 
during the steps of their construction process and thus forming a 
state graph, which represents the state structure of the problem 
adopted by the ACO’s agents for the construction of feasible 
solutions. It can also be said that the ant-like agents “live” on the 
state graph. Starting from the empty state x0, they move from one 
state xt to an adjacent one xt+1 until a complete feasible solution. As 
it has been already discussed that the information associated to the 
state graph, concerning to the feasibility of the partial solutions, is 

supposed to be “easily” accessible to the agents. That is, at each 
state x of the construction process, the ant agents can make use 
of the state graph information to potentially derive the set C(x) 
of feasible components that can be still added to the building 
solution x.
From a practical point of view, it is clear that the state graph is not 
meant to be available in an explicit form. It is assumed that the 
feasible expansions sets C(x) can be generated in a hurry by each 
ant ak on the basis of the available information on the problem in 
terms of the constraints Ω, and using the contents of its private 
memory Hk, which contains the history, that is, the sequence (c0, 
c1, . . . , ct) of the already included components. It might happen 
that the sets C(x) cannot be efficiently generated at each decision 
step. In these cases, either a computationally intensive feasibility-
checking device has to be adopted (likely at the expenses of the 
total number of generated solutions), or some, possibly negligible, 
percentage of constructed solutions will have to be discarded 
because they will not be feasible.

2. Pheromone Graph
The state graph represents a graphical way all the possible 
steps of an ant construction process toward the generation of a 
feasible solution. ACO precisely makes use of the equivalent of 
a construction graph GC to represent the decisions of the ants for 
what concerns the optimization of the quality of the constructing 
solutions. The state graph information is being devoted only to 
feasibility issues. The construction graph is much smaller than 
the state graph and is used for the specific purpose of framing 
collective memory in the form of pheromone variables, with a 
pheromone variable τij being associated to the real-valued weight 
of the arc < i, j > connecting the pair of nodes (i.e., components) (ci, 
cj). So the ants’ construction graph is indicated here as pheromone 
graph, since it is also a representation of the adopted pheromone 
model, that is, of the association between problem representation 
(components) and pheromone variables. Therefore the term 
pheromone graph will be preferred over the term construction 
graph, and will indicate in more general terms the graph describing 
the relationship between pheromone variables (that is, the variables 
used at decision time) and the adopted problem representation in 
terms of solution components. 

B. Behavior of the ANT-like Agents
Real ants forage for food by moving on the terrain according to a 
continuous decisional process. At each step the moving direction 
is selected in relationship to the local intensity of the pheromone 
field. The ant path from the nest to the food site is therefore 
constructed in an incremental way following the decisions of a 
stochastic policy. The ACO’s ant agents behave similarly:

1. Ant-Like Agents
The ACO’s Ant-like agents can be defined as autonomous decision 
processes ak that construct solutions through the generation of 
a sequence of feasible partial solutions. Transitions between the 
process states happen according to the decisions resulting from 
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the application of a stochastic policy πϵ parameterized by the 
values τ of pheromone, encoding the long-term memory about 
the whole search process, and by additional heuristic values η, 
representing a priori information about the problem instance or 
run-time information provided by a source different from the 
ants.
The design complexity of ant-agent is defined by the characteristics 
of the solutions of the problem at hand, by the available computing 
power and by specific design choices. The complexity of the single 
ant is the result of the selected tradeoff between minimization of 
computational requirements and quality of the generated solution 
such that a consistent number of solutions of possibly good quality 
can be generated during the algorithm’s execution time. That is, 
good quality solutions are expected to be the result of a collective 
learning process to which each ant provides a substantial but not 
critical contribution.
Using the graphical representations, the ant-like agents can be 
pictorially visualized as making their way towards a complete 
feasible solution in two nominally different but in practice 
equivalent ways:

Hopping between adjacent states on the state graph but • 
using the information stored on the pheromone graph to take 
optimized decisions. That is, the ant searches for a path of 
minimal cost on the sequential state graph G, but projects its 
state xt ∈ G on the corresponding node ct on GC (ct being the 
last included component) and makes use of the associated ant-
routing table information Axt (ci) to take possibly optimized 
decisions.
Moving step-by-step directly on the graph GC but using state • 
information (or, more generically, by using the constraints Ω 
of the problem definition and the private memory H) to single 
out at each step the actions that are still feasible as defined by 
the set C(xt), with xt being the current partial solution. In this 
case, the search for a solution of minimal cost is reduced to the 
search for a feasible path of minimal cost on the construction 
graph. For some classes of problems it is not straightforward 
or even possible to directly map paths on the construction 
graph onto feasible paths. However, once the path is built in 
a way such that it can correspond to a feasible solution, as it 
is the case here since state information is assumed to be used 
step-by-step, it is always possible to define a generic function 
fC to map the GC’s path onto a feasible solution.

It has been chosen to keep also the reference to the state graph, in 
order to make explicit which information is used for feasibility and 
which is used for quality optimization. Among other nice features, 
this way of proceeding will allow to get a clear understanding of 
which amount of state information ACO is making use of, and 
of the precise relationship between the ACO’s heuristic approach 
and exact value-based construction approaches like dynamic 
programming.

The life cycle of the generic ant-like agent a• k, aimed at 
constructing a solution, is as follows:
The ant starts the path construction process at the node x0 • 
of the state graph. The building solution is x0 = ϕ. The ant’s 
internal time tk is initialized to 0. The ant-like agent has a 
private memory Hk (or, equivalently, an internal status), used 
to record possibly useful information associated to the ant 
journey toward building a solution. In particular, H contains 
the identifiers of all the visited nodes. At tk=0, Hk(tk) contains 
only the information about the starting point x0.
At each state a decision is taken regarding the new component • 
to include into the solution being constructed. The decision 

should possibly take the ant to another feasible state, while, 
at the same time, should try to optimize the overall quality 
of the final solution.
The aspect concerning the feasibility is managed using the • 
information associated to the state graph. On the basis of 
the current state xt, and of the selected inclusion operation, 
the set C(xt ) of feasible decisions for the current state xt is 
identified. The ant’s private memory H(t) and the constraints 
Ω can be used in practice to instantiate C(xt).
For the purpose of optimization, an ant at state x• t can be 
seen as being projected onto the node ct of the construction 
graph that corresponds to xt through the function ρ(xt) = ct 
which maps a state onto the component which is the last 
component that has been included in the state set during 
the construction process. That is, for what concerns quality 
optimization, the ant projects its current state xt onto the last 
included component ct and decides as it was in that precise 
“state” ct. The set of the pheromone and heuristic values 
associated to the outer edges of node ct, the ct’s ant-routing 
table A(ct), constitutes all the information which is made 
available to the ant for the purpose of optimization and which 
is passed to the ant decision policy πϵ.
The decision about the new component to include is taken • 
by applying a stochastic decision policy πϵ, which is usually 
stored in the form of a lookup table.  Its entries represent the 
probability of including a component cj conditionally to the 
fact that ρ(xt)=ci, with cj ∈ N (ci) and N (ci) is the neighborhood 
of ci, that is, the set of nodes on the pheromone graph which 
are connected to ci by the ci’s outer edges. When the ant is 
in state xt, πϵ serves to map the pair ) to a 
component , where  is the feasible 
neighborhood of ct on GC given that the current state is xt. 
Memory about past solutions participates in the π’s decisions 
in the form of parameters: for each pair (ci, cj) a separate 
parameter, the pheromone value τij, is maintained and updated 
during the algorithm’s execution, and represents an estimate 
of the goodness of having the pair (ci, cj) in the solution set. 
A second set of parameters, the heuristic values η, this too 
associated to the weights of the edges of the pheromone graph, 
is also used by πϵ. However, as already explained, the η values 
result from a process different from that of the ants. 

According to all these facts, πϵ assumes the following general 
form:
πϵ  (c|x,  Nx(c);   , )= k,   k ∈ Nx(c) ∈C, (1) 
Where the expression  indicates the set of pheromone 
values τck for all the pairs (c, k), k ∈ Nx(c) (and analogously for 
the case of ).

During the phase of solution construction, also called the • 
forward phase, the ant can in principle also carry out some 
update of the values of the pheromone array, typically along 
the path that it is just following. This behavior is indicated 
with the term online step-by-step pheromone update. For 
example, the ant might step-by-step decrease the value τij 
corresponding to the selected choices ci → cj, in order to 
reduce the probability that other ants in close time will follow 
the same path it has just followed, therefore resulting in an 
increase of the overall level of path exploration.

C. Metaheuristic Behavior
The ACO metaheuristic proceeds iteratively, by the continual 
generation of solutions and the updating of the parameters of the 
decision policy used in turn to construct the solutions themselves. In 



IJEAR Vol. 2, IssuE 2, July - DEcEmbER 2012

w w w . i j e a r . o r g InternatIonal Journal of educatIon and applIed research   49

ISSN: 2348-0033 (Online)     ISSN : 2249-4944 (Print)

fig. 1.2, the diagrams labeled as schedule activities and pheromone 
manager precisely correspond to these colony-level activities. 
Moreover, as it is been already mentioned and also shown in the 
same figure, besides ant-related activities, at this higher level of the 
colony ACO can also include the optional daemon actions, which 
consists of extra activities, possibly using global or centralized 
knowledge, which share no immediate relationship with the 
biological context of inspiration of the metaheuristic. Each one of 
these different activities happening at the colony level, that is,

Scheduling of the actions• 
Pheromone management• 
Daemon actions.• 

1. Scheduling of the Actions
The generation of ant agents, as well as the updating of the 
pheromone values and the activation of daemon actions can be 
realized according to either distributed or centralized, concurrent 
or sequential, synchronous or asynchronous schemes, depending 
on the characteristics of the problem and of the design of the 
specific implementation. 
Dynamic and distributed problems: In this case, the ant generation 
is usually done in distributed and asynchronous way and there is 
no notion of algorithm iteration. Each node generates ant agents 
according to some private or common frequency generation and 
it can see the outcomes of only those ants which pass through 
it. The main challenge in the case of online network problems 
like adaptive routing consists in the ability of the algorithm to 
adapt to the ever changing global traffic patterns by using only 
local information. At this aim, it is clear that a high frequency 
generation of ant agents would continually provide the nodes with 
large amounts of fresh information on the global traffic patterns. 
However, if it is true that more agents means more information, on 
the other hand, too many agents could easily congest the network 
with control packets, producing in turn a negative effect on the 
transmission of data packets. Therefore, in this case too, a critical 
tradeoff problem is associated to the ant scheduling process. 

Fig. 1: Influence Diagram Representing One Step of the Forward 
Construction Process of an Ant-Like Agent in ACO
 
In fig. 1 the part in the diagram representing action selection (the 
πϵ rectangular block) is split in two parts, one for feasibility and 
one for quality. The observation zi, which in practice correspond 
to one or more components, contribute to the quality part, while 
the states xi to the feasibility part.

2. Pheromone Management
Pheromone management consists of all those activities directly 
related to pheromone updating, like: authorize or deny ants to 
update pheromone, decrease the pheromone levels by evaporation 
processes, update pheromone according to the communications 
coming from the daemon block, update pheromone using global 
or centralized knowledge. From a logical point of view pheromone 

management can be seen as under the control of a pheromone 
manager process.
In ACO, pheromone updating can happen in the following 
ways: 

Online step-by-step;• 
Online delayed;• 
Offline.• 

“Online” indicates the fact that pheromone is updated by the ant 
agent during its life cycle. The terms “step-by- step” and “delayed” 
indicate respectively the update of pheromone while building and 
after having built a solution. The “offline” refers to the fact that 
pheromone can be updated offline with respect to the ant activities. 
Offline does not mean “after” the ant actions but carried out by a 
component of the algorithm other than the ant agents.
Evaporation is an example of such offline updating. Evaporation 
usually consists in a continuous process of decay of the levels of all 
the pheromone variables in the system, independently from their 
participation or not in generated solutions. Following operation 
is often executed in the implementations at the beginning of each 
new iteration:

Also pheromone updates triggered by daemon processes have to be 
seen as offline updates. For example, pheromone can be updated 
on the solution resulting from the application of a problem-specific 
procedure of local search.

3. Daemon Actions
To improve overall system efficiency, ACO algorithms can be 
enriched with extra capabilities referred to as daemon actions. That 
is problem-specific actions which are not carried out by or strictly 
related to the actions of the ant agents. These are optional activities 
which share no or little relationship with the biological context 
of inspiration of the metaheuristic and which, at the same time, 
usually require some sort of centralized or global knowledge. In 
practice, daemon actions refer to problem-specific extra activities 
which are not carried out by the ant agents, which do not make 
explicit use of pheromone for construction building and which 
are not restricted to the use of local information.
Daemon actions are often used to implement centralized actions 
which could not be performed by single ants but which are known 
to be quite effective for the solution of the problem at hand. Typical 
examples are the execution of problem-specific procedures of local 
search, and the collection of global information, that can be used to 
update pheromone over a solution which has not been sampled in 
the current iteration (e.g., to repeatedly update pheromone over the 
best so far generated solution), or to authorize or not a specific ant 
to update pheromone at the level of the pheromone manager.
The presence of the daemon component emphasizes the fact 
that, if additional knowledge or tools which are specific to the 
problem under consideration are available, they can be profitably 
used inside the metaheuristic. It does not really matter if their 
application is or is not “compliant” to the general ant computing 
paradigm, as long as their application is feasible in practice. In 
some sense, this is one of the main strengths of the metaheuristic, 
whose modular and open architecture can easily accommodate the 
inclusion of external modules, developed independently of ACO 
itself. Actually, this aspect has greatly promoted the combined 
use of ACO and local search procedures specific for the problem 
at hand. The excellent performance provided by this sort of 
hybrid algorithms, often at the state-of-the-art, confirms both the 
feasibility and the effectiveness of the approach.
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II. The Ant System (AS)
A special position in the ACO’s universe is undoubtedly occupied 
by Ant System (AS), which was the first instance of an ACO 
algorithm, developed by Marco Dorigo and his co-workers in 
1991 [26]. AS was designed as a set of three ant-colony-inspired 
algorithms for TSP differing for the way pheromone variables 
was updated by ants. Their names were: ant-density, ant-quantity, 
and ant-cycle. A number of ant algorithms, including the ACO 
metaheuristic itself, have later been inspired by ant-cycle, the 
most performing of the three.
Algorithm 4.2 shows in pseudo-code the activities of an AS ant 
agent during its life cycle. The algorithm behavior can be informally 
described as follows. C is the set of cities, C = {c1, c2, . . . , cN }, 
with |C| = N. A number m ≤ N of ants is positioned in parallel on 
m cities. The ants’ start state, that is, the start city, can be chosen 
randomly by means of the function call get_starting_city (). Each 
ant then enter a “while” cycle (program line 7 in the figure) which 
lasts N iterations, that is, until a tour is completed. The process is 
iterated, with groups of m ants generated at each iteration.
During each step an ant located on state xi and corresponding 
observation ci identified by the last added city, reads the entries 
aij’s of the feasible ant-routing table  (line 9) and passes 
them to the stochastic decision policy πϵ which chooses the city c to 
add to the partial solution to (line 11) on the feasible neighborhood 
of the current state. Then the ant moves to the new state (line 12), 
updates the current observation (line 13), sum up the incurred 
cost (line 14), and updates its memory (step 15). The memory is 
used together with the problem constraints to define the feasible 
neighborhoods.
Once ants have completed a tour (which happens synchronously, 
given that during each iteration of the while loop each ant adds 
a new city to the tour under construction), they evaluate the 
built solution (line 19), and metaphorically retrace the same tour 
backward in order to update the value of pheromone variables 
τij associated to the pair of cities included in their solution (lines 
20–21). Every ant in AS is authorized to update pheromone. 
This is a characterizing aspect of AS, and at the same time one 
of its major weak points. No filtering is applied and the whole 
sampled information is used. In future we will see that the potential 
problems in terms of too noisy goodness estimates with such an 
approach. One of the major improvements brought in ACS, the 
direct successor of AS, consisted precisely in the fact that an 
exclusive strategy has been used, such that pheromone is updated 
only on the best so far solution.
For each ant k, at the end of the t-th iteration the value of pheromone 
is increased of a quantity ∆τk equal to the quality 1/ J(sk(t)) of the 
solution sk(t) built by the ant:
τij (t) ← τij (t) + ∆τk(t),   < ci, cj > ∈ sk(t),  ∆τk(t) = 1/J(sk(t)), k = 
1, . . . , m     (11)

Algorithm 2: Pseudo-code description of the behavior of an ant-
like agent in Ant System.
The amount of pheromone τij associated to pair(i, j) represents the 
learned desirability of choosing city j when in city i, that is, the 
utility of including edge < ci, cj > in the solution in the hope of 
eventually building a good solution. Pheromone is increased of 
an amount proportional to the quality of the generated solution: 
the shorter the tour generated by an ant, the greater the amount 
of pheromone it adds. This has the effect of making the issued 
choices becoming more desirable for future ants proportionally 
to the quality of the solution they belonged to. As for most of the 
ACO implementations, there is no per-pair credit assignment: all 

the city pairs belonging to a solution receive the same amount 
of pheromone depending on the overall quality of the solution, 
in spite of the step of the construction process (i.e., the state) at 
which the decision was issued.

Algorithm 2:
Once the ant has updated the pheromone, it is removed from the 
system, and the associated resources are made free. In AS all the 
ants update pheromone following the online delayed scheme, 
while no step-by-step online pheromone updating happens.
At the end of each iteration, after all ants have completed their 
tours, the pheromone manager systematically operates pheromone 
evaporation by decreasing all pheromone values according to the 
following law:
τij (t) ← (1 − ρ)τij (t),  i, j ∈ {1, . . . , N },  ρ ∈ (0, 1] (12)
where ρ is the pheromone decay coefficient. The initial amount of 
pheromone τij(0) is set to a same small positive constant value τ0  
on all arcs. This decrease is aimed at favoring exploration. Since 
pheromone is always increased on the used city pairs, without 
evaporation it could easily happen that the search would become 
highly constrained, with the ants ending up generating always the 
same tours (a situation called stagnation).
No problem-specific daemon actions are performed. Although it 
would be straightforward to add for instance daemon actions based 
on some form of local search; this has been done in most of the 
ACO algorithms for TSP that have developed after AS.
The transition costs J(cj|ci) comes directly from the problem 
instance, and represents the “distance” (which coincides with 
the physical distance, in the case of Euclidean TSPs) for traveling 
from city ci to city cj. The local heuristic values ηij are precisely 
assigned using the inverse of these distances between cities as 
defined by the problem instance. The parameters α and β used in 
the ant-routing table’s functional form (line 9), serve to control the 
relative weight of pheromone (i.e., learned utility) and heuristic 
value (a priori local cost). Actually, this functional composition 
for pheromone and heuristic values became quite popular, and it 
has been used over and over in ACO’s implementations. If α = 0, 
the closest cities are more likely to be selected: this corresponds 
to a classical stochastic greedy algorithm (with multiple starting 
points since ants are initially randomly distributed on the nodes). 
If on the contrary β = 0, only pheromone amplification is at work: 
this method will likely lead to the rapid emergence of a stagnation, 
with all ants making the same tour which, in general, is strongly 
sub-optimal [28]. 
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III. Characteristics of ACO

A. Optimization
ACO finds its roots in the pheromone-based shortest path behavior 
of ant colonies, with the pheromone field playing the role of 
collective and distributed memory of the colony’s experiences 
and biasing the decisions of the single ants. ACO can be termed 
as memory-based approach to optimization. In general terms, this 
fact essentially means two things:

Memory of past experience is used in order to optimize the • 
search process.
Multiple solutions are generated during execution time in • 
order to dynamically gather useful information to encode into 
the memory in the form of pheromone variables.

Generally speaking, the validity of the use of memory is subject 
to the fact that the set S of the solutions defining the instance 
of the combinatorial problem presents some regularity that can 
be identified and exploited through experience, that is, through 
repeated generation of solutions. Clearly, if no regularities can 
be singled out, a pure random or exhaustive search is the best 
strategy to follow.
Memory can be stored and used in a variety of different ways. 
Restricting the focus to combinatorial optimization a notable 
example of memory-based approach is tabu search [7], in which 
memory is used to define prohibitions. In its original form, in tabu 
search all the generated solutions are kept in memory in order to 
avoid to retrace already visited paths in the solution space. This 
can be seen as a reasonable heuristic of quite general validity that 
can help to optimize the efficiency of sampled solution trajectories 
toward local optima.
Fig. 2, graphically summarizes ACO’s behavior emphasizing the 
role of pheromone in terms of collective memory and the notion 
of learning the possibly optimal pheromone values by solution 
sampling. The fig. also shows the difference in size between the 
large solution set and the small component set, emphasizing 
the role of using memory in the form of pheromone variables 
expressing the estimated goodness of selecting component ct+1 
conditionally to the fact that component ct is already included 
in the solution. The specific case reported here considers the 
ACO’s situation in which the reference component ct is the last 
one included during the construction process. The fig. emphasizes 
the difference between the solution set S and the component set C 
which defines the domain for the pheromone variables. The pool 
of ant on the top left of the figures schematically expresses the 
fact that multiple solutions are iteratively sampled on the basis 
of the pheromone (and η) values.
However, it is not straightforward that the combined use of 
memory and learning can be an effective strategy for combinatorial 
optimization tasks; as well as it is not obvious that taking step-
by-step decisions on the basis of a drastic reduction of the state 
set to a single component can really work.

B. Pheromone Updating
The expected value τij of a solution which would include the 
pair <ci, cj>, and preferentially using those decisions that have 
associated the highest expected values. Unfortunately, pheromone 
variables are associated to pairs of single components. Therefore, 
they are expected to have a large variance, such that it can result 
quite inefficient trying to learn their expected values. The following 
practical example discusses this fact.
A better strategy is that used in Ant System, which does not compute 
the average, but rather accumulates in each pheromone variable 

τij the sum of the qualities 1/J(sk) of all the generated solutions 
to which the decision (cj |ci) has belonged to. The difference with 
respect to the other case is substantial since now also the frequency 
with which a decision is issued plays a role: more often a decision 
is chosen (and better is), higher will be its pheromone level.
However, in AS pheromone values do not undergo monotonic 
grows, since a global, value-proportional decrease of the 
pheromone is also implemented at the beginning of each iteration 
(pheromone evaporation).

Fig. 2: Summary of ACO’s Behavior

AS rule is quite close to what happens in the case of real ants, 
in which pheromone updating frequency plays a major role. The 
problem with the AS updating strategy consists in the fact that bad 
solutions are not filtered out, on the contrary, they are also allowed 
to increase pheromone levels. The empirical results have strongly 
confirmed that any clean (i.e., without using exotic averaging 
rules) attempt of using pheromone in terms of averages does not 
produce appreciable performance. However, in AS the fact that 
all the ants are permitted to update pheromone does not allow 
to really single out those decisions which participate of the best 
solutions.
Accordingly, the information coming from solution sampling 
should not be intended for building robust estimates of the expected 
values of pair of choices, but rather for quickly spotting which 
are those decisions that belong to good solutions and “fixing” 
them for further solutions’ construction. In practice, it is important 
to be in some sense greedy towards good solutions, and let the 
agents explore more in depth the areas around the good solutions 
found, possibly moving toward another area when a new better 
solution is found. In this way, further solutions are sampled in 
the “neighborhood” of such best solutions. Moreover, if several 
new better solutions are quickly found, the pheromone could be 
increased for a number of different decisions actually belonging to 
different solutions. This would determine a sort of composition of 
the pheromone that can result in a sort of multiple and potentially 
conflicting pheromone attractors at each decision step. It is not 
obvious when and if such a composition can be or not beneficial 
(even if it reminds of the building blocks’ composition realized 
by the crossover operator in genetic algorithms). Actually, ACS 
throws away all the new best solutions found at each iteration 
but one. 

C. Shortest Paths Evaluation
ACO can be seen as a metaheuristic for solving shortest path 
problems. However, even if in principle ACO can be applied to 
almost any instance of shortest path problems with finite-horizon, 
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it has not to be seen as a competitive alternative for all those cases 
for which “classical” algorithms, that is, label correcting methods 
(e.g., Dijkstra-like algorithms [25]), label setting methods (e.g., 
dynamic programming algorithms like Bellman-Ford [4, 33]), 
and rollout algorithms [5] can be applied with success. ACO must 
be seen as a viable alternative to deal with all those shortest path 
problems whose characteristics make in general hard, ineffective, 
or computationally infeasible the application of those just cited 
methods. This might be the case of NP-hard problems, as well 
as the case of shortest path problems arising in distributed and 
dynamic environments.
As it has already been discussed in the Introduction, and will be 
further discussed in the next chapter, ACO seems to be particularly 
appropriate to attack this second class of problems. This evidence 
finds its general rationale in the fact that ACO has a multi-agent 
architecture and is based on adaptive learning approaches, which 
are characteristics that intuitively well match the distributed and 
dynamic nature of these problems.
In ACO solutions generated by ants provide feedback to direct 
the search of future ants entering the system.  This is done by 
two mechanisms. The first one, which is common to all ACO 
algorithms, consists of an explicit solution evaluation. In this 
case some measure of the quality of the solution generated is used 
to decide in which amount pheromone should be modified. The 
second one is the same kind of the implicit path evaluation that 
is, if an ant chooses a shorter path then it is also the first to lay 
pheromone and to bias the search of forthcoming ants. In this way, 
shorter paths are updated more frequently and can in turn attract 
more ants. It turns out that in geographically distributed problems, 
like network problems, implicit solution evaluation can play an 
important role. When in AntNet [22] explicit solution evaluation 
was switched off by setting the amount of pheromone deposited 
by ants to a constant value independent of the cost of the path 
built by the ant, it was still possible to find good solutions just 
exploiting the DPL effect. 
The distributed nature of nodes in routing problems allows the 
exploitation of the DPL effect in a very natural way, without 
incurring in any additional computational costs. This is due both 
to the decentralized nature of the system and to the inherently 
asynchronous nature of the dynamics of telecommunication 
networks. On the contrary, this is not the case in combinatorial 
optimization problems where the most natural way to implement 
ACO algorithms is by a colony of synchronized ants, that is, ants that 
synchronously add elements to the solution they are building. Of 
course, it would in principle be possible to have asynchronous ants 
also in combinatorial optimization problems. The problem is that 
the computational inefficiencies introduced by the computational 
overhead necessary to have independent, asynchronous ants can 
outweigh the gains due to the exploitation of the DPL effect (this 
was the case, for example, of the asynchronous implementation 
of an ACO algorithm for the TSP reported in [19]).

IV. Conclusion
In this chapter we have defined the definition of ACO metaheuristic, 
characteristics of ACO. ACO has been defined in the terms of a 
metaheuristic based on solution construction, repeated Monte 
Carlo generation of solutions, use of memory and learning to 
bias the sequential processes of solution generation according to 
a scheme of generalized policy iteration, use of pairs of pheromone 
variables to frame memory of generated solutions and to learn 
about effective decisions, characterization of the set of pheromone 
variables as a small subset of state features.

Nevertheless, it contains several novelties: (i) it is formally more 
precise, (ii) introduces the notion of pheromone manager, (iii) 
makes clearer the role played by all the different components, 
(iv) discloses the link between ACO and the important and 
well-established frameworks of sequential decision making, 
dynamic programming and reinforcement learning, (v) explicit 
the methodological and philosophical assumptions behind ACO in 
terms of characteristics of the pheromone model and usefulness of 
learning by sampling, (vi) points out the relationship between the 
state of the construction process and the amount of information 
which is used for memory and learning in the form of pheromone 
variables, (vii) highlights the limits of the notion of construction 
graph.
The chapter has also provided in-depth discussions of different 
strategies for updating pheromone variables (i.e., for using 
experience to learn effective construction policies), and on the 
fact that, similarly to the ants in Nature, ACO ants solve shortest 
path problems and can exploit both explicit and implicit forms 
of path evaluation.
The use of memory and learning is at the very foundation of ACO. 
In fact, it has been characterized as an approach that transforms 
the original combinatorial optimization problem into a learning 
problem over a low-dimensional parametric space identified by the 
pheromone variables, and solves the transformed problem adopting 
a policy-search approach based on repeated (and concurrent) 
Monte Carlo construction of solutions. It is not immediate to 
assess in general terms the efficacy of such a general approach 
concerning finite-time performance, as it has been discussed in 
relationship to the use of value-based (e.g., dynamic programming) 
methods relying on full state information versus policy-search 
methods relaying on state features (which is ACO’s case). On 
the other hand, the empirical evidences discussed in the next 
chapter suggest that the ACO approach is indeed an effective 
one. Moreover, the several proofs of convergence provide some 
guarantee about the ability of generating the optimal solution in 
asymptotic time.
Superior strategies for the selection of the solutions that are 
used for pheromone updating, that is, for updating the statistical 
estimates of the goodness of the possible decisions, are identified 
as the most effective ones. Nevertheless, it has also been pointed 
out the need to get a more precise understanding of this fact, since 
this design components seems to be one of the keys to reach state-
of-the-art performance.
In the last part of the chapter we have also proposed a revised 
and extended definition for the pheromone model and for the 
so-called ant-routing table, which is used to combine pheromone 
and heuristic information at decision time. The purpose of these 
new definitions is twofold. From one side, we aimed at making 
ACO more in general and effective in the sense of increasing the 
amount and/or the quality of the information used at decision time 
(moving toward the use of full information states as in dynamic 
programming).

References
[1] T. Abe, S. A. Levin, M. Higashi,"Biodiversity: an ecological 

perspective",  Springer-Verlag, New York, USA, 1997.
[2] M. Beckmann, C.B. McGuire, C.B. Winstein,"Studies in 

the Economices of Transportation", Yale University Press, 
1956.

[3] R. Bellman,"Dynamic Programming", Princeton University 
Press, 1957.



IJEAR Vol. 2, IssuE 2, July - DEcEmbER 2012

w w w . i j e a r . o r g InternatIonal Journal of educatIon and applIed research   53

ISSN: 2348-0033 (Online)     ISSN : 2249-4944 (Print)

[4] R. Bellman,"On a routing problem", Quarterly of Applied 
Mathematics, 16(1), pp. 87–90, 1958.

[5] D. Bertsekas, J. N. Tsitsiklis, Cynara Wu.,"Rollout algorithms 
for combinatorial optimization", Journal of Heuristics, 3(3), 
pp. 245–262, 1997.

[6] M. Birattari, G. Di Caro, M. Dorigo.,"Towards the formal 
foundation of ant programming", In M. Dorigo, G. Di Caro, 
and M. Sampels, editors, Ants Algorithms - Proceedings 
of ANTS 2002, Third International Workshop on Ant 
Algorithms, Brussels,  Belgium, September 12–14, 2002, 
volume 2463 of Lecture Notes in Computer Science, pages 
188–201. Springer-Verlag, 2002.

[7] J.A. Bland.,"Optimal structural design by Ant Colony 
Optimization", Engineering optimization, 33: pp. 425–443, 
2001.

[8] J.A. Bland,"Layout of facilities using an Ant System 
approach", Engineering optimization, 32(1), 1999. 

[9] K. Bolding, M. L. Fulgham, L. Snyder,"The case for 
chaotic adaptive routing", Technical Report CSE-94-02-04, 
Department of Computer Science, University of Washington, 
Seattle, 1994.

[10] E. Bonabeau, M. Dorigo, G. Theraulaz,"Swarm Intelligence: 
From Natural to Artificial Systems", Oxford University Press, 
1999.

[11] J. Broch, D.A. Maltz, D.B. Johnson, Y.C. Hu, J. Jetcheva, 
"A performance comparison of multi-hop wireless ad hoc 
network routing protocols". In Proceedings of the Fourth 
Annual ACM/IEEE International Conference on Mobile 
Computing and Networking (MobiCom98), 1998.

[12] D. Camara, A.F. Loureiro,"Gps/ant-like routing in Ad-Hoc 
networks", Telecommunication Systems, 18(1–3), pp. 85–
100, 2001.

[13] H.S. Chang, W. Gutjahr, J. Yang, S. Park,"An Ant System 
approach to Markov Decision Processes", Technical Report 
2003-10, Department of Statistics and Decision Support 
Systems, University of Vienna, Vienna, Austria, September 
2003.

[14] C. Cheng, R. Riley, S.P. Kumar, J.J. Garcia-Luna-Aceves.,"A 
loop-free extended  bellman-ford routing protocol without 
bouncing effect", ACM Computer Communication Review 
(SIGCOMM ’89), 18 (4), pp. 224–236, 1989.

[15] L. Chrisman,"Reinforcement learning with perceptual aliasing: 
The perceptual distinctions approach", In Proceedings of the 
Tenth National Conference on Artificial Intelligence, pp. 
183–188, 1992.

[16] I. Cidon, R. Rom, Y. Shavitt,"Multi-path routing combined 
with resource reservation", In IEEE INFOCOM’97, pp. 
92–100, 1997.

[17] I. Cidon, R. Rom, Y. Shavitt,"Analysis of multi-path routing", 
IEEE/ACM Transactions on Networking, 7(6), pp. 885–896, 
1999.

[18] A. Colorni, M. Dorigo, V. Maniezzo, M. Trubian,"Ant system 
for job-shop scheduling", Belgian Journal of Operations 
Research, Statistics and Computer Science (JORBEL), 34, 
pp. 39–53, 1994.

[19] M. Cottarelli, A. Gobbi,"Estensioni dell’algoritmo formiche 
per il problema del commesso via ggiatore", Master’s thesis, 
Dipartimento di Elettronica e Informazione, Politecnico di 
Milano, Italy, 1997.

[20] J.-L. Deneubourg, S. Aron, S. Goss, J.-M. Pasteels,"The self-
organizing exploratory pattern of the argentine ant", Journal 
of Insect Behavior, 3, pp. 159–168, 1990.

[21] J.L. Deneubourg, S. Goss, N. Franks, A. Sendova-Franks, 
C. Detrain, L. Chretien,"The dynamics of collective 
sorting: robot-like ants and ant-like robots", In S. Wilson, 
editor, Proceedings of the First International Conference 
on Simulation of Adaptive Behaviors: From Animals to 
Animats, pp. 356–365. MIT Press, Cambridge, MA, USA, 
1991.

[22] G. Di Caro, M. Dorigo,"AntNet: A mobile agents approach 
to adaptive routing", Technical Report 97–12, IRIDIA, 
University of Brussels, Belgium, June 1997.

[23] G. Di Caro, F. Ducatelle, L.M. Gambardella,"AntHocNet: 
an ant-based hybrid routing algorithm for mobile ad hoc 
networks. In Proceedings of Parallel Problem Solving from 
Nature (PPSN) VIII, Vol. 3242 of Lecture Notes in Computer 
Science, pages 461–470. Springer-Verlag, 2004.

[24] G. Di Caro, F. Ducatelle, L.M. Gambardella.,"AntHocNet: 
an adaptive nature-inspired algorithm for routing in 
mobile Ad- Hoc networks", European Transactions on 
Telecommunications, 16(5), October 2005.

[25] E. W. Dijkstra,"A note on two problems in connection with 
graphs", Numerical Mathematics, 1, pp. 269–271, 1959.

[26] M. Dorigo, G. Di Caro, L. M. Gambardella,"Ant algorithms 
for discrete optimization", Artificial Life, 5(2), pp. 137–172, 
1999.

[27] J.J. Garcia-Luna-Aceves, S. Murthy,"A path-finding 
algorithm for loop-free routing", IEEE/ACM Transactions 
on Networking, February 1997.

[28] F. Glover,"Tabu search, part I". ORSA Journal on Computing, 
1:190–206, 1989.

[29] J. Moy,"OSPF version 2", Request For Comments (RFC) 
1583, Network Working Group, 1994.

[30] J. Moy.,"OSPF Anatomy of an Internet Routing Protocol", 
Addison-Wesley, 1998.

[31] G. Owen,"Game Theory", Academic Press, third edition, 
1995.

[32] M.L. Puterman,"Markov Decision Problems", John Wiley 
& Sons, 1994.

[33] Rome, Kay, Friedemann Mattern,"The design space of 
wireless sensor networks", IEEE Wireless Communications, 
11(6), pp. 54–61, December 2004.

[34] J.A. Bland,"Space-planning by Ant Colony Optimization", 
International Journal of Computer Applications in Technology, 
12, 1999.


